Julie’s Notes from the AGS meeting  – 9/21/10
Charlotte Kuh:  An easy thing to do is to look at the 5% ranking on R or S and say how many are #1  by their highest ranking and count that relative to all the other schools.  Don’t do that.  That’s not what this is about.  These rankings, which are illustrative, use certain combination of weights and characteristics.  Weights aren’t necessarily perfect, don’t represent preferences of those using them.  Use weights that value what you value.  
The top of the ranges comes from estimating the weights 500 times.  The NRC Committee cared about representing uncertainty  with regard to rankings, and that is embedded in the ranges.  Ranges are very broad for some of the programs.  These rankings are not endorsed by the NRC and should be seen simply as illustrative.  

Best way to talk about the rankings is to say that we’ve got a bunch of programs, we  want to know where they stand, and we have a range of rankings for the programs – does it fit within the range so that it might be in the top 10, top 20?  Don’t just take top or bottom of range.

This is in part a study of the values of the characteristics of the programs, and it allows for comparisons to help determine where they can be improved.  Schools pay attention to research productivity, but this brings in other things such as time to degree, etc – gives schools the opportunity to improve in those areas once they see the data.

Read the presidents’ message on the landing page.

Question:  graphically, what are you advocating?  We can’t just hand the spreadsheet to our presidents, provosts, and public relations people.

Charlotte:  AAUDE graphs do a good job – talk to your AAUDE representative.
Communications has the broadest range – one program rated 1-80, and there are 80 programs total.
R rankings are based on regression methodology; typically the ratings on the characteristics gave a pretty good fit.  They did a principle components correction, so correlations are corrected for.  There are some fields for which fit was not that great.  Communications is an example.  It is a very heterogeneous field – radio, television, print, so what is scholarship in those fields and is highly rated might not have been very well taken account of.  For fields that measure productivity in a way other than publications indexed by Thomson Reuters, eg working on television programs or writing books outside of humanities, some of their production will not be counted.  Anthropology is another such field.  Better not to do this ranking stuff, but rather as a benchmarking study, could then include small programs, let users of data put together groups they think are cohesive and then make own comparisons.  Charlotte prefers the S-rankings, as they reflect weights that faculty prefer, simply shows what faculty think is important in their field.  However, there was not a really huge number of raters for regression.  Because for some fields only 50-100 raters, sometimes they came out “quirky.” 

What can you say about the patterns of widths of ranges?  There are some programs where everyone agrees that a program is really fine, and those programs, especially at top of range, have short ranges.  Many programs in the middle where there wasn’t really agreement, especially on R rankings, have quite wide ranges.  For programs with a broad range, good to produce what the range is.  While it’s tempting to average the 5th and 95th percentiles, we don’t have the distribution, and it may not be a normal distribution, but could be concentrated closer to one end.  Using the mean could really distort where a program might be.  The NRC didn’t give means or medians because we want you to use the range.

The other thing the ranges show is the length of the bar of all of the programs, which gives you an idea of where a program is – exclusive club or large club.  Graphs show where the differences are and are not.

One dean noted the difficult conflict between full understanding and using the data in the recommended way and what the presidents and pr people want, which is to be able to say x programs are in the top 10 or whatever.  There is concern about presenting detailed information because audiences tend to glaze over.

R&S – how public are you willing to be regarding your preference for the S methodology?  Depends on discussion with the Committee.
Why 25/75 to 5/95?  Presented interquartile ranges, national academies members objected because 50% of rankings are outside that range.  

Is there a way to make the total number of programs in a discipline more obvious?  Yes, and they will.
The R-ranking tends to put a relatively heavy weight on program size.  There are a number of truly excellent boutique programs that are small but provide a wonderful scholarly experience.  R measure probably doesn’t do them justice.  
One grad dean finds the language of weak, good, less good problematic and considers use of this language to signify buy-in to the idea that these are indicators of performance.  
How do you reconcile the differences between diversity and faculty research?  This is something we need to be careful of –are the numbers that we present really valid indicators of performance.  Some programs have much greater diversity than they did at the time of the data collection.  Every program has a link to the program’s website, and you should put the updated data there.  

Are you really doing an update in two years?  What are the chances?  Good question.  The Academy Presidents would like to do again and soon.  How is a matter for conversation.  Rankings again?  Matching faculty lists to publications is extremely onerous.  They may update program characteristics again, but only if institutions ask us to do it again.  Graduate deans should let Cicerone or Feinberg or Vest know if they want it again.

One dean pointed out that data are not just a snapshot in time, but also demonstrate the movement within programs.  

How did you check the data quality?  They looked at all the data across the field, and where the data looked out of line for the field, they called IC’s.  Data were sent back to ICs to check.  They know that there are errors in the data.  Italics show where interpolated data are.  
Were the secondary fields used for anything?  No.

The quality of data differs across institutions.  Some institutions have really good IR offices, others sent the surveys out to depts. to complete, so there is a range in quality.
Will there be any straightforward way for us to ask to see how a program fares in the secondary field?  That wouldn’t be wise to do – didn’t estimate Rs and Ss for secondary fields.  You can take the data and put that together – wouldn’t compare ratings, but rather raw data.

How will this be accessible to prospective students?  Deans can steer them toward it.  Charlotte gets questions daily from prospective graduate students.  She is working with Geoff Davis at phds.org to deliver the data publicly.

How big of a problem is it that ranges are not normally distributed?  Good question.  Don’t know.  Some fields where everyone was really bunched up – others more spread out.  

In the 2009 methodology, small coefficients were reduced to zero, but this was not done according to the final methodology – why?  NRC report review committee chaired by statistician, he didn’t like setting small values to zero, nor did Charlotte, so that was removed.  

For the stratified sample by raters, was the sample stratified by productivity of faculty?  No, but by geography, size, faculty rank.

Since placement is counted the same way across a field, programs such as engineering that have lower academic placements are not penalized.  Charlotte recommended that people look at Duke’s placement website as a good example of how to deliver placement information publicly.
One graduate dean suggested that if the study is repeated, graduate deans should be asked about which  factors are important.  If the study is really about graduate training, should consult with graduate deans.

Will the press conference on Tuesday be webcast?  Yes, and information will be on the landing page.

Are you inviting questions on the listserv?  Yes

What biases are known?  Most issues have to do with research activity, especially in disciplines that have standards other than journal publications and citations.  Humanities did books, which were self-reported, and publications that Thomson Reuters indexes.  Books were given a weight of 5.  Citations were not available for the humanities.  Computer science complained vociferously that conference proceedings had to be included and the NRC did add them by going back to resumes and checking lists from computing research associations to see what were refereed conferences.  Did adding conference proceedings make a difference to the rankings?  None at all.
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